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Abstract—Tokens serve as the fundamental interactive units
through which foundation models represent inputs, maintain con-
texts, and support reasoning, thereby enabling communication
and collaboration between humans and AI systems. In AI agents,
tokens arise not only from current perceptual inputs, but also
from workflow contexts accumulated across multi-step execution,
including retrieval results, reasoning traces, action-observation
histories, and memory records. Dense multimodal inputs and it-
erative workflow accumulation lead to token explosion, increasing
inference cost and making active-context management critical
for efficient and reliable agent execution. This survey reviews
token compression from the perspective of the AI agent lifecycle.
We propose an active context optimization problem formulation
for token compression, which aims to reduce the token cost
of active contexts while preserving task utility under limited
context window and computation budgets. We then organize
existing methods according to where tokens arise in the lifecycle.
Perception compression targets current input-side tokens derived
from text, image, video, and audio, and is reviewed through
transformation, token selection, token aggregation, and token re-
sampling. Semantic compression targets workflow contexts intro-
duced or accumulated during agent execution, covering retrieval,
thought, action-observation, and memory token compression.
Finally, we discuss open challenges and future directions from
a unified AI-agent perspective, highlighting token compression
as an essential technique for managing active contexts in long-
horizon agent execution. A repository of token compression
methods is available at: https://github.com/XCJinggai/Awesome
Token Compression in AI Agent Lifecycle.

Index Terms—Token compression, AI agents, large language
models, multimodal large language models.

I. INTRODUCTION

A. Background

TOKENS serve as the fundamental unit of information
exchange, enabling foundation models to represent com-
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Fig. 1. Token source expansion from LLMs through MLLMs to the AI Agent
lifecycle. Token sources evolve from textual inputs in LLMs to multimodal
perceptual inputs in MLLMs, and finally to dynamic active contexts in AI
agents. Under the AI Agent lifecycle, the foundation model operates on an
active context consisting of two major token sources: (1) current perceptual
inputs provided by users, and (2) accumulated tokens generated during multi-
turn task execution, including retrieval evidence, thoughts, action-observation
traces, and memory states.

plex inputs and perform sophisticated reasoning across mod-
ern Transformer-based architectures. From an evolutionary
perspective, the functional paradigm of foundation models
has steadily advanced, accompanied by a profound trans-
formation in the source and scale of tokens. In early task-
specific Transformer-based models, tokens primarily function
as static input representations for bounded prediction tasks.
These tokens typically originate from single-modality inputs,
such as subword tokens in BERT [1] or patch tokens in
ViT [2]. The emergence of large language models (LLMs)
shifts this paradigm toward open-ended text understanding
and generation, where tokens serve as carriers of increasingly
long and heterogeneous textual contexts [3], [4]. Multimodal
Large Language Models (MLLMs) further enrich this interface
by encoding diverse perceptual modalities, including high-
resolution images, streaming audio, and dense video frames,
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Fig. 2. Token Explosion in the AI Agent Lifecycle. As agents execute long-horizon tasks, dense multimodal perceptual inputs and multi-turn interactions
continuously expand the active context, resulting in token explosion. This rapid token growth substantially increases token cost and inference latency.
Additionally, excessive context length can degrade task performance and increase the risk of task failure.

into a uni�ed token space [5]–[8]. Crucially, modern AI agents
elevate this trend to long-horizon and autonomous work�ows,
operating within an interactive execution loop with external
environments [9]–[12]. Under the framework of the AI agent
lifecycle, which is illustrated in Fig. 1, the token paradigms
of preceding LLMs and MLLMs are seamlessly uni�ed. An
agent processes current multimodal perceptual inputs while ac-
cumulating heterogeneous work�ow tokens introduced during
execution, including retrieved evidence, intermediate reason-
ing traces, action-observation histories, and memory records.
Consequently, token sources become increasingly diverse,
while repeated execution causes both active context length and
cumulative token cost to grow rapidly, giving rise to token
explosion.

Token explosion manifests as a de�ning bottleneck in long-
horizon multi-turn agent work�ows. Taking the representative
software-engineering task performed by a coding agent in
Fig. 2 as an example, the active context grows rapidly across
successive execution turns. These turns span repository scans,
failure path reproduction, patching, and debugging, quickly

causing the total active tokens to exceed the context windows
supported by common coding agents. Notably, as shown in
the bottom-left panel of Fig. 2, this example uses only four UI
screenshots and a textual instruction. If the same task involved
denser perceptual inputs, such as more high-resolution images,
longer videos, or audio streams, the initial perceptual context
alone could contain substantially more tokens, even before
work�ow contexts begin to accumulate [5]–[8]. Unlike one-
shot or single-turn LLM inference, agent execution repeatedly
augments the active context through retrieval, reasoning, tool
use, and environment feedback, causing both context length
and cumulative token cost to increase across steps [10], [10]–
[14]. Beyond merely lengthening sequences, token explosion
fundamentally undermines both computational ef�ciency and
task utility, as illustrated in Fig. 2. At the system level, token
explosion creates severe ef�ciency bottlenecks. Overextended
sequences incur exorbitant �nancial costs, intensive memory
consumption from KV-cache overhead, and substantial in-
ference latencies. More critically, from a utility perspective,
an ampli�ed token volume does not inherently translate into
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TABLE I
COMPARISON WITH REPRESENTATIVE RELATED SURVEYS. 3 INDICATES CLEAR COVERAGE, � INDICATES NO DIRECT COVERAGE, AND 4 INDICATES

PARTIAL RELEVANCE.

Work Venue Perspective ¬ Perception ­ Retrieval ® Thought ¯ Action–
Observation ° Memory Detailed Description

[17] NAACL'25 LLM 3 4 � 4 � Prompt compression methods for ef�cient LLMs, with
partial discussions of RAG and agent applications.

[18] TMLR'26 MLLM 3 � � � � Modality-centric token compression methods for ef�-
cient MLLMs.

[19] TechRxiv'26 MLLM 3 � � � � Data-to-model compression methods across the
MLLM lifecycle.

[20] arXiv'26 MLLM 3 � � � � Commonalities between visual token compression and
visual coding.

Ours 2026 AI Agent 3 3 3 3 3 Agent-centric view of token compression across per-
ceptual inputs and semantic contexts.

superior task capabilities. Bound by the structural limitations
of attention mechanisms, foundation models suffer from se-
vere context distraction when bombarded with overly long
sequences. Long contexts can lead to context distraction and
position-dependent evidence utilization, as exempli�ed by the
'lost-in-the-middle' phenomenon [15], [16]. In such scenarios,
the model easily loses focus, becomes overwhelmed by con-
textual noise, and fails to capture core task-relevant evidence.
These effects can degrade reasoning accuracy and increase the
risk of task failure.

To resolve these systemic bottlenecks, token compression
has emerged as a promising technology to directly combat
token explosion. Beyond simple token sequence reduction, this
paradigm aims to construct a compact and task-relevant active
context that retains essential task goals, execution constraints,
and state variables required for downstream inference. By
reducing the token footprint at its source, it simultaneously
alleviates memory and latency overhead, minimizes attention
distraction, and enhances information density. This active-
context management is critical within the AI agent lifecycle,
where high-density perceptual inputs and cumulative semantic
contexts must be dynamically regulated to sustain reliable,
long-horizon execution.

B. Motivation

The critical importance of mitigating token explosion has
sparked an extraordinary surge in research dedicated to to-
ken compression, leading to a vast and diverse landscape
of literature. This research boom follows a clear trajectory
aligned with model capability evolution. The �eld has steadily
transitioned from foundational works focused on compress-
ing early internal model representations [21], [22] or long
textual prompts [23]–[27] to ef�cient multimodal perceptual
interfaces [28]–[31]. Lately, this trajectory has advanced to
cutting-edge techniques that target the semantic context of
internal agent modules. Speci�cally, early methods focus on
reducing the length of perceptual token sequences based
on intra-modality redundancies to alleviate inference cost.
In contrast, emerging agent-centric approaches must grapple
with dynamic, work�ow-generated semantic tokens distributed
across specialized modules, which include retrieved evidences,
chain-of-thought traces, interactive tool schemas, and long-
term memory banks. Consequently, the core focus of token

compression is undergoing a fundamental paradigm shift. It is
moving away from the compression of static, single-turn inputs
toward the runtime token management of active contexts that
continuously accumulate during agent task execution [32]–
[35]. This practical urgency necessitates a holistic and system-
atic synthesis to organize these diverse methodologies under
a uni�ed, work�ow-oriented framework.

Existing surveys provide valuable foundations for under-
standing token compression in LLMs and MLLMs, but their
taxonomies remain largely model-centric or input-centric. As
summarized in Table I, prompt compression surveys pri-
marily organize methods around the reduction of textual
contexts for LLM inference, with only limited discussion
of retrieval-augmented generation and agent-based applica-
tions [17]. MLLM-oriented surveys mainly examine tokens
derived from multimodal inputs and organize existing methods
according to input modalities, model components, or com-
pression stages [18], [19]. Specialized reviews of visual token
coding further investigate the relationship between visual to-
ken representations and conventional visual coding [20]. These
surveys systematically examine compression for individual
token sources, but lack a uni�ed view of token compression
across the active context of long-horizon agent execution. The
key gap is therefore not coverage alone, but the absence of
a lifecycle-based taxonomy that organizes current perceptual
inputs and lifecycle-generated semantic contexts according to
their origins and functional roles.

To address this gap, this survey adopts a uni�ed AI-
agent-lifecycle perspective and organizes token compression
according to where tokens enter the active context and how
they function during execution. We distinguish perception
compression, which targets current input-side tokens derived
from user-provided text, images, video, and audio, from se-
mantic compression, which targets work�ow contexts intro-
duced or accumulated through retrieval, reasoning, action-
observation interaction, and memory. This distinction is based
on the source and role of tokens in the agent work�ow.
As illustrated in Fig. 4, perception compression is organized
by compression mechanism, including transformation, selec-
tion, aggregation, and resampling, whereas semantic compres-
sion is organized by major work�ow components, includ-
ing retrieval, thought, action-observation, and memory token
compression. This asymmetric organization re�ects differ-
ent sources of redundancy: perception compression primarily
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addresses representation-level redundancy in current inputs,
whereas semantic compression addresses redundancy induced
by work�ow execution and context accumulation. On this
basis, we formulate token compression as an active-context
optimization problem that seeks to reduce token cost while
preserving task utility under context window and computation
budgets. This uni�ed perspective supports a systematic review
and comparison of recent representative token compression
methods and a discussion of open challenges and future
directions for token compression from model, evaluation and
depolyment aspects.

C. Contribution

The main contributions of this survey are summarized as
follows:

� Comprehensive Survey: We provide a comprehensive
survey of token compression methods across the AI
agent lifecycle. Rather than organizing existing token
compression studies around single-input token reduction
or isolated AI agent modules, we revisit them according
to where tokens arise and how they function in active
context during AI agent task execution. This organization
covers early token compression methods for compress-
ing single-step perceptual inputs in ef�cient LLMs and
MLLMs, as well as emerging methods for retrieval,
thought, action-observation histories, or memory in AI
agent systems.

� Novel Problem Formulation: We formulate token com-
pression as an active context optimization problem for AI
agents. In this formulation, the active context contains
system prompt, user queries and perception inputs, as
well as work�ow contexts accumulated across multi-turn
agent task. Under limited context window and compu-
tation budgets, token compression aims to reduce active
token cost while preserving task utility, thereby shifting
the goal from simple token sequence reduction to utility-
preserving context management.

� Uni�ed Taxonomy and Outlook: We propose a uni�ed
taxonomy that categorizes token compression methods
into perception compression and semantic compression.
Perception compression encompasses techniques for re-
ducing token sequences derived from multimodal current
perception inputs and further classi�es them into trans-
formation, token selection, token aggregation, and token
resampling. Semantic compression covers methods that
condense generated semantic contexts, including retrieved
evidence, thought traces, action-observation histories, and
memory records. Based on this taxonomy, we systemati-
cally compare representative methods and discuss future
directions from the perspectives of methodology, evalua-
tion, and deployment.

D. Organization

The remainder of this survey is organized as follows. As
shown in Fig. 3, Section II formulates token compression as
an active context optimization problem and clari�es the scope

Fig. 3. The organization of this survey.

of this survey. Section III reviews perception compression,
focusing on tokens introduced by current perceptual inputs.
Section IV reviews methods for semantic compression, fo-
cusing on work�ow-generated contexts accumulated during
AI agent execution, including retrieval results, thought traces,
action-observation histories, and memory records. Section V
discusses representative scenarios of token compression, fol-
lowed by open challenges and future research directions. Sec-
tion VI concludes this survey. For clarity, Table II summarizes
the main acronyms and notation used throughout this survey.

II. PROBLEM FORMULATION

This section formulates token compression as an active
context optimization problem for AI agents. We �rst de�ne the
active context consumed by the foundation model (FM). We
then de�ne the compression objective in terms of token cost
and task utility. Finally, we distinguish perception compression
from semantic compression according to the role of tokens in
the agent work�ow.

A. Active Context

As shown in Fig. 1, the FM serves as the central module of
an AI agent and processes the active context in tokenized form.
At step t, the active context provided to the FM is decomposed
as:

X t = hS; Q; P; Ct i (1)

where S denotes system tokens. Q denotes the user query or
instruction that speci�es the task goal. P denotes perceptual
tokens encoded from the multimodal context in the user input.
Ct denotes the work�ow context accumulated at step t.
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TABLE II
LIST OF ACRONYMS AND NOTATION.

Acronyms Notation

Acronym Meaning Symbol Meaning

AI Arti�cial Intelligence T �nal step of a multi-step agent task
ASR Automatic Speech Recognition X t active context at step t
AVSR Audio-Visual Speech Recognition ~X t compressed active context at step t
BPE Byte-Pair Encoding S system tokens
CLIP Contrastive Language-Image Pre-training Q user query or instruction
CoT Chain-of-Thought P perceptual tokens encoded from multimodal input
FM Foundation Model ~P compressed perceptual tokens
GPT Generative Pre-trained Transformer C t work�ow context accumulated at step t
GUI Graphical User Interface ~C t compressed work�ow context at step t
KV Key-Value Z i auxiliary context before decision step i
LALM Large Audio Language Model H i reasoning trace at step i
LM Language Model A i action generated at step i
LLM Large Language Model O i+1 observation after executing Ai
MLLM Multimodal Large Language Model f � optimal compression method
OCR Optical Character Recognition F candidate set of compression methods
Q-Former Querying Transformer U(f; Q) task utility after applying f under query Q
RAG Retrieval-Augmented Generation R t (f ) token cost at step t
RL Reinforcement Learning R exec (f ) total execution token cost
SigLIP Sigmoid Loss for Language-Image Pre-training W maximum context-window size
ViT Vision Transformer B total execution token budget
VLM Vision-Language Model B p perception token budget
VQA Visual Question Answering B s semantic token budget

For a multi-step agent task, the work�ow context grows
during execution. Before the decision at step t, it can be written
as:

Ct = hZ0; H0; A0; O1; Z1; : : : ; Z t�1 ; H t�1 ; A t�1 ; Ot i (2)

where Zi denotes auxiliary context introduced before the
decision at step i. Hi denotes the reasoning trace generated
by the FM conditioned on the active context available at step
i, which supports the subsequent action Ai . A i denotes the
action generated at step i. Oi+1 denotes the observation re-
turned after executing Ai . Therefore, Ct contains the work�ow
context available before making the decision at step t. Given
a compression function f , the compressed active context is:

eX t = f(X t ) = hS; Q; eP ; eCt i (3)

Where eP denotes the compressed perceptual tokens.eCt de-
notes the compressed work�ow context available at step t.

B. Token Compression Objective

Token compression aims to reduce the active context length
processed by the FM while preserving task utility. Given a
compression method f , the token cost at step t is de�ned as
Rt (f ) = j eX t j, where jeX t j denotes the number of tokens in the
compressed active context at step t. For a multi-step agent task,
the total execution token cost is Rexec(f ) =

P T
t=0 Rt (f ):

Let U(f; Q) denote the task utility achieved under the user
query Q after applying the compression method f . A general
formulation of token compression is:

f � = arg max
f2F

U(f; Q) s:t:
�

Rexec(f ) � B;
Rt (f ) � W; 8t:

(4)

Where F denotes the candidate compression methods, B
denotes the execution token budget. W denotes the maximum
context window of the FM. The �rst constraint controls the
total token cost during execution, while the second ensures

that each active context can be processed by the model.
This formulation emphasizes that token compression is not
equivalent to shortening a sequence. The compressed context
should reduce token cost while retaining information that
supports the task speci�ed by Q.

C. Perception and Semantic Compression

Based on Xt = hS; Q; P; Ct i, token compression is divided
into perception compression and semantic compression. This
distinction is determined by the role of tokens in the agent
work�ow.

a) Perception compression: Perception compression op-
erates on the input-side perceptual tokens P . Let I denote
the corresponding component of the user-provided multimodal
context, and let �(�) be its tokenizer. The perceptual tokens
are given by P = �(I). Perception compression maps them
to a compact representation under a token budget:

eP = f perception (P j Q); j eP j � B p (5)

Where Bp denotes the perception token budget. The redun-
dancy addressed by perception compression mainly comes
from the input representation itself. Its goal is to reduce
perceptual token cost while preserving the input information
needed for downstream task.

b) Semantic compression: Semantic compression oper-
ates on the accumulated work�ow context Ct . It compresses
information introduced during task execution:

eCt = f semantic (Ct j Q); j eCt j � B s (6)

Where Ct is the raw work�ow context at step t. Bs denotes
the semantic token budget. The redundancy addressed by se-
mantic compression is induced by the work�ow itself. Overall,
perception compression reduces input-side perceptual tokens,
whereas semantic compression reduces work�ow-context to-
kens accumulated during task execution.



MANUSCRIPT SUBMITTED TO IEEE COMMUNICATIONS SURVEYS & TUTORIALS 6

D. Scope

This survey focuses on token compression methods whose
primary objective is to shorten the token sequences processed
by foundation models (FMs), either before model input or
during inference. By reducing the number of active tokens,
these methods aim to lower inference cost while preserving
downstream task utility. Accordingly, we include methods
that compress input-side perceptual tokens derived from text,
images, video, and audio, as well as work�ow contexts intro-
duced or accumulated during agent execution.

This scope distinguishes token compression according to
its primary compression object. Unlike model compression
techniques, such as parameter pruning, quantization, and
knowledge distillation, which reduce model size or compu-
tation by modifying model parameters, representations, or
architectures [36]–[38], token compression directly reduces the
tokenized content processed by the model. It also differs from
ef�cient attention mechanisms, which lower computational
complexity by modifying attention patterns or token connectiv-
ity while generally retaining the original token sequence [39]–
[41]. Although some token compression methods introduce
learned compressors or additional model components, they are
included when their direct output is a shorter token sequence
or a compact token representation that replaces the original
sequence. Pure model compression and ef�cient attention
methods that do not reduce the number of processed tokens
are therefore outside the scope of this survey.

Although many existing token compression methods were
not originally proposed for AI agents, they address token
growth at different positions of the active context. Input-side
methods reduce the perceptual context provided by the user,
whereas work�ow-side methods reduce contexts introduced or
accumulated through retrieval, reasoning, action–observation
interaction, and memory. This active-context view allows
otherwise dispersed token compression studies across task-
speci�c Transformers, LLMs, MLLMs, and AI agents to be
organized under a common agent-centric framework.

III. PERCEPTION COMPRESSION

Perception compression exploits the intrinsic redundancy
of raw perceptual inputs and condense them into compact
token representations for ef�cient inference of foundation
models. These perceptual inputs span diverse modalities, in-
cluding text, images, videos and audio. Since each modality
is converted into tokens in a different way, we �rst describe
the corresponding tokenization schemes and redundancy pat-
terns. We then review existing perception token compression
methods according to four paradigms: (a) Transformation,
which directly reduces token length through structural trans-
formations. (b) Token Selection, which explicitly retains a
subset of high-utility tokens according to a speci�c criteria.
(c) Token Aggregation, which merges related tokens into
compact representative tokens. (d) Token Resampling, which
maps the original token sequence into a newly constructed
compact token set.

A. Preliminaries

Tokenization converts raw perceptual inputs into model-
readable token sequences and determines their length, granu-
larity, and redundancy patterns. Since text, images, videos, and
audio are tokenized with different structures, their compression
opportunities also differ. This section brie�y reviews these
modality-speci�c tokenization schemes.

1) Text Tokenization: Natural language contains substantial
statistical redundancy [42]. Modern LLMs usually encode raw
text into subword tokens with tokenizers such as BPE [43],
WordPiece [1], and Unigram [44]. These tokenizers reduce
lexical redundancy by merging frequent character or subword
patterns, but they do not remove context-level redundancy,
such as verbosity and task-irrelevant content. Text token
compression therefore targets this residual context-level re-
dundancy beyond static vocabulary-based tokenization. Since
lexical-level redundancy has already been largely reduced by
subword tokenization, explicit text token aggregation is not
discussed as a separate category in this survey.

2) Image Tokenization: Images are commonly encoded
into patch tokens by vision encoders such as CLIP [45],
SigLIP [46], or DINO [47]. Patch-wise tokenization preserves
spatial structure, but produces dense token grids whose length
increases with resolution, tiling strategy, and the number
of images. Since nearby regions often share similar visual
patterns [48], many patch tokens correspond to background or
repeated local structures. Image token compression therefore
focuses on reducing redundant spatial tokens while retaining
task-relevant visual evidence.

3) Video Tokenization: Video tokenization extends image
tokenization from spatial grids to spatiotemporal sequences.
Videos are typically represented by frame-wise visual tokens
from sampled frames or by spatiotemporal tokens from video
encoders. This introduces both spatial redundancy within
frames and temporal redundancy across adjacent frames [49].
Since token length grows with frame resolution and the
number of sampled frames, video token compression must
reduce repeated visual content while preserving motion and
event-level evidence.

4) Audio Tokenization: Audio signals contain temporal and
spectral redundancy [50], [51]. Large audio language models
usually represent audio as either discrete codec tokens or con-
tinuous frame-level features from pretrained audio encoders.
For discrete tokens, the sequence length is primarily deter-
mined by codec con�guration including the codebook structure
and token rate, which lies outside the scope of token sequence
compression over an existing representation. Therefore, this
survey does not further detail codec-level design and instead
focuses on compression methods applied to continuous frame-
level audio tokens, where temporal redundancy is reduced
before LLM inference.

B. Transformation

Transformation methods shorten perceptual token sequences
by converting the input or its token-level representation into
a more compact structure. This paradigm operates on existing
representations, whereas token resampling constructs a new
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Fig. 4. Agent-centric taxonomy of token compression. Token compression is organized into perception compression for current perceptual inputs by users
and semantic compression for contexts accumulated across the AI agent lifecycle. Perception compression is further categorized by compression mechanisms,
while semantic compression follows the agent work�ow.

compact representation by re-mapping the original tokens
into a smaller token set. Therefore, transformation provides a
lightweight compression path before LLM-side attention, but
is usually less task-adaptive because it mainly changes the rep-
resentation structure rather than explicitly reconstructing task-
relevant tokens. As shown in Table III, existing transformation
methods can be organized according to how they reduce the
number of input-side tokens before they enter the foundation
model. Connector-based transformation compresses continu-
ous perceptual features at the tokenizer-to-LLM interface and
maps the shortened sequence into the LLM embedding space.
Summary-based transformation reduces textual token length
by rewriting long contexts into compact natural-language

prompts. Cross-modal transformation reduces LLM-side token
burden by converting the input into another modality with a
more compact tokenization interface, such as representing long
text through visual tokens.

1) Connector-based Transformation: At the tokenizer-to-
LLM interface, continuous perceptual representations can be
compressed before being mapped into the language-model
embedding space. In MLLMs and LALMs, image, video, and
audio tokenizers usually produce dense feature sequences that
must be projected into the LLM embedding space before infer-
ence. Connector-based transformation uses this interface not
only for modality alignment, but also for token compression.
The original feature sequence is shortened through projection,
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TABLE III
REPRESENTATIVE TOKEN TRANSFORMATION METHODS AND ILLUSTRATIONS.

Category NO. Representatives Venue Links Illustration

C
on

ne
ct

or
-b

as
ed

Tr
an

sf
or

m
at

io
n

Projection-based Transformation

1 VideoLLaMA2 [52] arXiv'24 �

2 SpeechVerse [53] arXiv'24 �

3 TokenPacker [54] IJCV'25 �

Pooling-based Transformation

4 Matryoshka [55] ICLR'25 �

5 Dynamic-VLM [56] ICCV'25 �

6 LLaMA-Omni [57] ICLR'25 �

Reshape-based Transformation

7 InternVL-1.5 [58] SCIS'24 �

8 Qwen3-VL [59] arXiv'25 �

9 Llama-MTSK [60] ASRU'25 �

S
um

m
ar

y-
ba

se
d

Tr
an

sf
or

m
at

io
n 1 RECOMP [61] ICLR'24 �

2 Nano-Capsulator [62] NAACL'24 �

3 GPT-C [63] ICASSP'25 �

4 DisComp [64] NAACL'25 �

5 SCOPE [65] ACL'25 �

C
ro

ss
-m

od
al

Tr
an

sf
or

m
at

io
n 1 VisInContext [66] NeurIPS'24 �

2 DeepSeek-OCR [67] arXiv'25 �

3 VIST [68] NeurIPS'25 �

4 ToP [69] EMNLP'25 �

5 Glyph [70] arXiv'25 �

pooling, or reshaping, and the compressed representation is
then mapped into the LLM input space. According to how
the sequence length is reduced, existing methods can be
grouped into projection-based, pooling-based, and reshape-
based transformation.

a) Projection-based Transformation: In this route, token
reduction is carried out by the connector itself. Rather than
applying a separate reduction rule before modality alignment,
the projector fuses nearby features while mapping them to-
ward the LLM input space. In image-language models, Mo-
bileVLM [71] employs a lightweight depth-wise convolutional
projector with stride 2, reducing the number of visual tokens
by 75%. Honeybee [72] further introduces the C-Abstractor,
where convolutional projection is combined with adaptive
pooling to control the output token count. TokenPacker [54]
follows a projector-based route by introducing a coarse-to-
�ne visual projector, which packs dense visual features into
condensed tokens while preserving local spatial details.

When extending this concept to the video domain, the same
idea moves from spatial neighborhoods to local spatiotemporal
volumes. VideoLLaMA2 [52] introduces a Spatial-Temporal
Convolution connector to aggregate video features before
LLM inference. GLM-4.5V [73] further adopts encoder-level
3D convolution with temporal downsampling, while using
time-index tokens to preserve temporal order. For audio
representations, temporal convolutional blocks shorten dense
frame-level sequences extracted by pretrained audio encoders.
SpeechVerse [53] stacks 1D convolution blocks to lower the

audio frame rate before feeding the features into the LLM,
and similar designs are adopted in Baichuan-Audio [74] and
OSUM [75].

b) Pooling-based Transformation: Another route inserts
pooling into the connector to replace �ne-grained tokens
with coarser local representatives. This design is simple
and ef�cient because it reduces sequence length without
estimating token-level utility. In image-language models,
MobileVLM-V2 [76] inserts average pooling between point-
wise projections, while Matryoshka [55] uses average pool-
ing to construct multi-granularity visual tokens. DeCo [77],
LLaVA-OneVision [78], LLaMA-VID [79], LLaVolta [80],
and Seed1.5-VL [81] also follow pooling-style visual token
reduction.

For video inputs, pooling must reduce visual redun-
dancy while retaining temporal evidence. Video-ChatGPT [82]
applies average pooling to frame-level visual features.
PLLaVA [83] shows that reducing spatial tokens while re-
taining more temporal samples is more effective than directly
compressing the temporal axis. This principle is followed by
SlowFast-LLaVA [84] and SlowFast-LLaVA-1.5 [85], which
assign different token budgets to sparse and dense frame
streams. Dynamic-VLM [56] further adjusts frame-wise token
budgets according to video length, while QuoTA [86] makes
token assignment query-oriented by estimating frame-level
relevance. STORM [87] �rst uses a Mamba-based temporal
projector to inject temporal dynamics into video representa-
tions, and then reduces token length through temporal and
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spatial pooling-style compression.
For audio inputs, Qwen2-Audio [88] applies a stride-2

pooling layer after the audio encoder to reduce the number
of audio tokens. UniAvg [89] shows that average pooling is a
strong baseline compared with direct frame sampling. Related
pooling-style reductions are also used in Llama-AVSR [90],
LLaMA-Omni [57], Kimi-Audio [91], and Step-Audio 2 [92].

c) Reshape-based Transformation: A third route reduces
token length by reorganizing local spatial or temporal units
into the feature dimension before projection. Unlike pooling,
this route does not directly average neighboring features;
instead, it folds local information into a denser representation
and then maps it to the LLM embedding space. In visual
models, pixel unshuf�e is a representative operation. InternVL-
1.5 [58] combines dynamic high-resolution tiling with pixel
unshuf�e to reduce each 448 � 448 tile to 256 visual tokens.
OmniVLM [93] adopts a pure reshaping strategy after compar-
ing it with convolutional alternatives, compressing 729 visual
tokens to 81. Related reshape-based designs are also used in
NVLM [94] and the Qwen-VL series [59], [95].

In audio models, a similar principle appears as temporal
frame grouping. SLAM-ASR [96] stacks consecutive speech
frames and projects them into the LLM input space. Speech
Summarization [97] and Llama-MTSK [60] also adopt related
grouping-style designs to shorten frame-level audio sequences.

2) Summary-based Transformation: Summary-based trans-
formation reduces textual token length by converting long
inputs into compact natural-language prompts. Unlike token
selection, it does not preserve the original token sequence as
a subset. Instead, it changes the surface form of the input and
generates a shorter representation that is intended to retain
the information needed by the target LLM. Therefore, this
route can achieve �exible compression for verbose textual
contexts, although the compressed prompt may omit �ne-
grained details when the rewriting process is not suf�ciently
controlled. Nano-Capsulator [62] is a representative method
that rewrites long prompts into capsule prompts and optimizes
the compressor with semantic-preservation and length-aware
objectives. RECOMP [61] studies both extractive and abstrac-
tive compressors for retrieved evidence, selecting useful sen-
tences or rewriting retrieved documents into shorter summaries
before in-context integration. DisComp [64] further com-
bines rewriting with query-aware sentence selection, showing
that summary-based transformation can incorporate relevance
estimation before generating the compressed prompt. GPT-
C [63] also follows this paradigm by producing a coherent
compressed prompt from the original input. More recently,
SCOPE [65] adopts semantic chunking for generative prompt
compression. It compresses coherent prompt chunks under
chunk-speci�c ratios and assembles the summaries into a
compact natural-language prompt.

3) Cross-modal Transformation: Cross-modal transforma-
tion reduces token length by converting the input into another
modality with a more compact tokenization interface. Existing
methods mainly explore this route for long textual contexts,
where text is rendered into visual forms and then encoded
as visual tokens. Instead of directly feeding the full text-token
sequence into the LLM, this paradigm shifts part of the context

representation to the vision encoder, thereby reducing the
LLM-side token burden. VisInContext [66] is an early example
that renders omitted text segments in interleaved image-text
contexts and reintroduces them as visual tokens. DeepSeek-
OCR [67] formulates long-context compression as optical
2D mapping, where textual content is represented through
compact vision tokens, and DeepSeek-OCR 2 [98] further
improves this process with a reading-order-aware visual token
arrangement. These methods show that textual information can
be carried by visual tokens, but their design is still closely tied
to visual reading and OCR-style modeling.

More recent studies extend this idea from visual text recog-
nition to general long-context compression. Glyph [70] renders
long text into compact images and optimizes the rendering
process for token ef�ciency. VIST [68] follows a vision-centric
route, where textual chunks are converted into dense visual to-
kens to reduce the context length seen by the language model.
ToP [69] represents a text-as-image compression route, where
long textual contexts are rendered into images and processed
through the visual input interface of MLLMs. SeeTok [99] and
VIST2 [100] further explore this trade-off between text-token
input and visual-token representation.

C. Token Selection

Token selection compresses perceptual token sequences by
retaining useful tokens and removing less informative ones.
Unlike transformation, it does not change the structure of
the selected tokens. Therefore, token selection provides a
direct and interpretable way to reduce token length, but its
effectiveness depends on whether the selected subset preserves
the information required by the downstream task. The central
problem of token selection is token utility estimation. As
summarized in Table IV, existing methods de�ne utility from
different signals. Some estimate the importance of individual
tokens, some remove tokens whose information is already
covered, and others preserve a more representative subset.
More recent methods further make selection dependent on
the task condition or a learned compression policy. Following
this view, this section organizes token selection into saliency-
based selection, redundancy-based selection, diversity-based
selection, and task-adaptive selection.

1) Saliency-based Selection: Saliency-based selection
treats token compression as an importance-ranking problem.
It assigns each token a utility score according to its
informativeness or its in�uence on model computation, and
retains tokens that are more likely to affect the �nal output.
This route is attractive because the selection signal can often
be obtained from the model or a lightweight estimator without
changing the original token representation.

Textual compression provides an early instance of this
idea. Selective Context [23] removes low-information tokens
according to token-level self-information. LLMLingua [24]
extends this idea with a coarse-to-�ne strategy, where a small
language model estimates token importance under segment-
level budgets. ICPC [118] follows the same direction by
using a lightweight encoder for ef�cient word-importance
estimation. Later methods move saliency estimation closer to
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TABLE IV
REPRESENTATIVE TOKEN SELECTION METHODS AND ILLUSTRATIONS.

Category NO. Representatives Venue Links Illustration
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1 LLMLingua [24] EMNLP'23 �

2 FastV [28] ECCV'24 �

3 METok [101] EMNLP'25 �

4 TPAT [102] ECAI'25 �

5 HiPrune [103] ACL'26 �
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ba
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d
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n 1 EVAD [104] ICCV'23 �

2 RLT [105] NeurIPS'24 �

3 PyramidDrop [106] CVPR'25 �

4 FlowCut [107] NeurIPS'25 �

5 HiDrop [108] ICLR'26 �
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1 DivPrune [109] CVPR'25 �

2 TopV [110] CVPR'25 �

3 HoloV [111] NeurIPS'25 �

4 VidCom2 [112] EMNLP'25 �

5 AgilePruner [113] ICLR'26 �

Ta
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1 LongLLMLingua [25] ACL'24 �

2 ATP-LLaVA [114] CVPR'25 �

3 SpeechPrune [115] ICME'25 �

4 SpecVLM [116] EMNLP'25 �

5 CaCoVID [117] AAAI'26 �

the inference behavior of the target model. AttnComp [119]
selects tokens according to query-to-context attention, while
DAC [120] introduces dynamic correction to reduce the risk
of removing tokens that become important after compression.
EHPC [121] and DSPC [122] further use model-internal
evidence to identify tokens that should be preserved in long-
context inference.

In image-language models, saliency-based selection is mo-
tivated by the uneven contribution of visual tokens after
multimodal fusion. FastV [28] observes that visual attention
becomes concentrated after early layers and prunes low-
saliency tokens at an intermediate layer. ST3 [123] extends
this idea by tracking saliency changes across model execu-
tion. FEATHER [124] improves the robustness of saliency-
based selection by combining model-derived scores with uni-
form sampling, while HiPrune [103] selects visual tokens
from different semantic levels of the vision encoder. Related
methods include ZOO-Prune [125], which evaluates token
importance through perturbation, and the Explainability-based
Compressor [126], which learns visual relevance for ef�cient
multimodal inference. When spatial visual inputs are extended
to video, saliency estimation must further locate informative
evidence along the time axis. V-CAST [127] uses temporal
curvature to locate semantically important positions, while
METok [101] performs event-aware compression during model
execution. In audio-video models, FastAV [128] applies a uni-
�ed attention-based pruning strategy to both audio and video
tokens, combining global pruning guided by attention rollout
with �ner pruning based on last-query token importance.

In audio compression, TPAT [102] prunes audio patch
tokens according to importance scores produced by the au-
dio Transformer. In audio-video models, OmniZip [129] �rst
identi�es salient audio tokens and computes an audio retention
score for each temporal group, using audio-side informa-
tion density to support token reduction. DASH [130] further
detects semantic boundaries from abrupt changes in audio-
token similarity and combines boundary cues with token
distinctiveness and attention salience for structure-aware audio
token retention.

2) Redundancy-based Selection: Redundancy-based selec-
tion removes tokens whose information is already covered by
the retained context. Unlike saliency-based methods, which
focus on the individual importance of each token, this route
emphasizes marginal contribution: a token can be removed
when it provides little additional evidence beyond other tokens.
This criterion is well suited to perceptual sequences, where
local structures often repeat across space or time.

In visual token selection, redundancy is often estimated
from feature similarity, token dependence, or layer-wise be-
havior. PyramidDrop [106] observes that visual tokens become
increasingly redundant in deeper layers and progressively re-
moves less useful tokens with a pyramid strategy. DART [131]
further emphasizes that duplicated tokens should be removed
even when they are not assigned low saliency, and measures
whether a token provides additional information beyond se-
lected pivots. G-Prune [132] models visual tokens through
graph relations and removes tokens whose content can be
inferred from related tokens. FitPrune [133], FlowCut [107],
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Script [134], V2Drop [135], HiDrop [108], and VTW [136]
also follow this redundancy-oriented direction by identifying
visual tokens that contribute limited new evidence.

Video compression makes this problem more pronounced
because repeated content appears not only within a frame
but also across time. RLT [105] exploits run-length redun-
dancy to represent repetitive visual patterns with fewer tokens.
TimeChat-Online [137] targets streaming video understanding
by removing tokens with small inter-frame variation while
preserving dynamically changing regions. EVAD [104] keeps
complete tokens for key frames and applies token dropout to
non-key frames, while HieraVid [138] extends this idea with
hierarchical selection over different temporal granularities.
SMART [139] follows a related structure-aware strategy for
moment retrieval. A further line of video methods com-
pares information across frames to avoid repeated encoding.
LongVU [140] �rst removes redundant frames according to
inter-frame similarity and then performs spatial token reduc-
tion. STC-Pruner [141] combines temporal caching with spa-
tial selection for streaming video understanding, so that stable
information can be reused instead of repeatedly processed.
FrameFusion [142] and ForestPrune [143] further exploit
cross-frame token relations to remove repeated visual content.
In audio-video settings, OmniSIFT [144] �rst removes spatial
and temporal redundancy in video tokens through spatio-
temporal video pruning, producing compact visual anchors for
subsequent multimodal compression. These methods show that
video token selection should not only retain salient frames, but
also avoid repeatedly encoding evidence that has already been
preserved.

Audio token sequences also contain local repetition, al-
though redundancy-based selection is often implemented more
simply. UniSamp [89] keeps audio tokens at �xed intervals
and reduces the sequence length without estimating content
importance. Although this baseline is less adaptive than model-
based selection, it re�ects the same assumption that dense
audio representations can often be shortened before LALM
inference.

3) Diversity-based Selection: Diversity-based selection ad-
dresses a limitation of pure saliency ranking: highly scored
tokens may concentrate on a few prominent regions, while
other useful evidence is removed. This route therefore selects
a compact subset whose tokens complement one another
and provide broader coverage of the input. It is especially
important for perceptual compression, because downstream
reasoning may depend on distributed visual details or tem-
porally separated evidence rather than only the most salient
tokens.

Visual token selection is the main setting where diversity-
based selection has been developed. HoloV [111] argues
that focusing only on highlighted tokens can miss global
visual context and therefore encourages more holistic to-
ken preservation. TopV [110] considers both token relations
and spatial distribution, so that the selected subset better
re�ects the overall image content. DivPrune [109] further
formulates visual token selection as a diversity maximization
problem, emphasizing the complementarity among retained
tokens. Later methods combine diversity with importance

estimation to avoid both over-pruning and over-dispersed
selection. D2Pruner [145] reduces the bias of raw impor-
tance scores by adding structural diversity constraints. ID-
Pruner [146] balances token importance and subset diversity
through maximum marginal relevance. Related methods in-
clude VisPruner [147] and BTP [148], which also seek a
better trade-off between compactness and visual coverage.
CDPruner [149], ToDRE [150], and AgilePruner [113] further
incorporate task-related cues when selecting representative
visual tokens, showing that diversity can be combined with
downstream relevance rather than treated as a purely input-
side criterion.

The same principle is useful for temporal perceptual se-
quences, where selected tokens should not collapse around a
single moment. VidCom2 [112] estimates frame uniqueness
to allocate different token budgets and then selects distinc-
tive tokens within each frame. Segmentwise Selection [151]
performs audio token selection within temporal segments,
preventing attention-based selection from over-concentrating
on only a few salient regions. These methods show that
diversity-based selection is not only about preserving more
tokens, but about preserving a more balanced subset under
the same budget.

4) Task-adaptive Selection: Task-adaptive selection esti-
mates token utility according to downstream task requirements
rather than only input-side redundancy. This adaptivity can be
introduced either explicitly by conditioning token selection on
the current query or instruction, or implicitly by learning a
selection policy optimized for task utility under a token budget.

a) Query-guided Selection: One direct way to introduce
task awareness is to condition token selection on the current
query. In this setting, the query provides an explicit semantic
target for estimating token utility, so that tokens related to
the expected answer are retained while less relevant context
is removed. This design is especially useful when the input
contains many locally informative but task-irrelevant tokens.
In textual compression, LongLLMLingua [25] extends LLM-
Lingua with query-aware compression and answer-related re-
covery, allowing the compressor to preserve context that is
more likely to support the target response. CPC [152] performs
sentence-level �ltering through a context-aware encoder, while
Perception Compressor [153] selects question-relevant demon-
strations before applying segment-wise compression.

Query-guided selection also appears in image and video
compression, where the query helps identify which perceptual
regions or temporal segments should remain visible to the
LLM. CROP [154] �rst locates task-relevant image regions
and then preserves visual tokens within these regions, reducing
background or unrelated visual content. PRL [155] formu-
lates visual selection as a language-guided decision process,
while AdaptInfer [156] uses language-side importance to guide
layer-wise token retention. For video understanding, the query
must further guide temporal evidence selection. LGTTP [157]
introduces language guidance to retain query-relevant temporal
content. SoD [158] adapts token selection according to the
question type, and STR [159] performs layer-wise reduction
with language-aware state information.

For audio inputs, query guidance is used to preserve speech
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evidence related to the textual instruction. SpeechPrune [115]
locates query-relevant speech tokens and re�nes them with
attention-based scores, showing that audio token selection can
be conditioned on the linguistic task rather than only acoustic
saliency. In audio-visual settings, the query signal can also
come from another modality. OmniSIFT [144] �rst performs
video token selection to obtain compact visual tokens, and
then uses the remaining visual tokens as query tokens to guide
audio token �ltering. In this way, audio compression is con-
ditioned on visually retained evidence rather than performed
independently within the audio stream. EchoingPixels [160]
further performs selection after early cross-modal fusion. Its
Cross-Modal Semantic Sieve ingests audio, video, and text
tokens as a uni�ed stream, and then selects salient audio-
visual tokens from the joint pool according to cross-modal
importance. This design differs from modality-independent
pruning because the token budget is dynamically allocated
across modalities after audio-visual interaction.

b) Policy-based Selection: Policy-based selection learns
a token retention strategy under an explicit compression ob-
jective. Instead of relying on a �xed scoring rule, this route
trains a selector or decision module to determine which tokens
should be preserved under a target budget. The learned policy
may be obtained through supervised data, reward feedback, or
external evaluation, but the common goal is to align token
reduction with downstream utility. In textual compression,
LLMLingua-2 [161] formulates prompt compression as token
classi�cation and trains a bidirectional encoder with GPT-4-
distilled [4] extractive data. TACO-RL [162] optimizes token
selection with task-speci�c rewards, while LLM-DCP [163]
models prompt compression as a decision process that bal-
ances compression ratio and output quality. PIS [164] also
includes a sentence-level policy for removing redundant con-
tent, indicating that learned selection can operate at different
textual granularities.

In visual token selection, ATP-LLaVA [114] predicts
instance-speci�c selection ratios and token importance for
adaptive reduction. EvoComp [165] trains a lightweight
compressor with evolutionary token-subset labels, while
TwigVLM [166] introduces lightweight selection heads for
learned token dropping. MetaCompress [167] learns a com-
pression mapping that reduces the discrepancy between com-
pressed and full-token features, making token reduction guided
by representational preservation rather than a �xed pruning
rule. DiViCo [168] �rst retains attention-important visual
tokens and then uses a variational encoder to estimate the
information gap caused by token reduction, thereby combining
importance-based selection with learned compensation. For
video inputs, SpecVLM [116] uses a stronger veri�er model to
guide token selection during speculative video decoding. Ca-
CoVID [117] learns a contribution-aware policy for dynamic
budget allocation, and SCORE [169] uses temporal surprise
to retain unexpected but informative changes.

In audio token compression, HeadRouter [170] dynamically
routes attention heads according to task demands, allowing
token selection to adapt to different types of acoustic evidence.
Overall, policy-based selection provides stronger adaptivity
than �xed-rule selection, although it usually requires additional

training signals or a carefully designed optimization objective.

D. Token Aggregation

Token aggregation shortens perceptual token sequences by
merging related tokens into compact representatives. Unlike
token selection, it does not directly discard tokens, but pre-
serves part of their information through fusion. The central
question is how to decide which tokens can be safely merged
and how their information should be represented after merging.
Since text tokens are discrete and highly order-sensitive,
explicit text aggregation is less common and is not discussed as
a separate category. Following the main aggregation criterion,
as shown in Table V, existing methods can be organized
into similarity-based aggregation, selection-guided aggrega-
tion, and task-adaptive aggregation. Similarity-based aggre-
gation merges tokens according to feature similarity, local
correspondence, or higher-level temporal structure. Selection-
guided aggregation �rst identi�es important tokens and then
fuses the remaining information into retained representations.
Task-adaptive aggregation further uses task-related or cross-
modal signals to guide the merging process.

1) Similarity-based Aggregation: Similarity-based aggrega-
tion compresses token sequences by merging tokens that are
close in feature space or strongly related within the perceptual
sequence. Its basic assumption is that similar tokens often
carry overlapping information, so they can be represented by a
smaller set of compact representatives. Depending on whether
the merging relation is de�ned directly between tokens or
through higher-level temporal units, this route can be divided
into token-level similarity aggregation and structure-aware
similarity aggregation.

a) Token-level Similarity Aggregation: Token-level sim-
ilarity aggregation directly identi�es mergeable tokens ac-
cording to local similarity, adjacency, or cross-frame cor-
respondence. In image token aggregation, ToMe [171] is
a representative method that merges visual tokens through
bipartite matching on self-attention keys. DyMU [189] adapts
this idea to vision-language models by dynamically controlling
the merging ratio and using virtual unmerging to recover
�ne-grained information. FOLDER [190] further improves the
�exibility of the merging process.

When this idea is extended to video, token merging must
account for both spatial redundancy and temporal variation.
STTM [191] performs multi-granular spatial aggregation with
a quadtree structure and further merges temporally similar
regions across adjacent frames. FlashVID [175] organizes
correlated tokens into spatiotemporal redundancy trees before
aggregation. LLaVA-Scissor [174] constructs semantic con-
nected components and merges redundant semantic tokens
across frames. More constrained variants reduce the risk of
disrupting motion-sensitive evidence. DynTok [192] mainly
performs frame-wise spatial grouping, while DyCoke [173]
focuses on temporal redundancy across neighboring frames.

Audio aggregation follows an order-sensitive variant of the
same principle. Since adjacent speech frames often carry
similar acoustic information, A-ToMe [172] restricts token
merging to adjacent tokens for ASR. FastAdaSP [193] uses
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TABLE V
REPRESENTATIVE TOKEN AGGREGATION METHODS AND ILLUSTRATIONS.

Category NO. Representatives Venue Links Illustration
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Token-level Similarity Aggregation

1 ToMe [171] ICLR'23 �

2 A-ToMe [172] Interspeech'23 �

3 DyCoke [173] CVPR'25 �

4 LLaVA-Scissor [174] CVPR'25 �

5 FlashVID [175] ICLR'26 �

Structure-aware Similarity Aggregation

6 LongVLM [176] ECCV'24 �

7 Chat-UniVi [177] CVPR'24 �

8 HoliTom [178] NeurIPS'25 �

9 FastLongSpeech [179] NeurIPS'25 �

10 USTC [180] CVPR'26 �
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1 LLaVA-PruMerge [29] ICCV'25 �

2 PruneVid [181] ACL'25 �

3 VisionZip [30] CVPR'25 �

4 iLLaVA [182] ICLR'26 �

5 TimeAudio [183] AAAI'26 �
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1 PuMer [184] ACL'23 �

2 MADTP [185] CVPR'24 �

3 TRIM [186] COLING'25 �

4 SparseVLM [187] ICML'25 �

5 VisionTrim [188] ICLR'26 �

attention scores as merging weights so that context-relevant
frames have stronger in�uence in the fused representation.
ADATS [194] forms local subgroups before fusion, while
Af�nity Pooling [195] relaxes strict adjacency through a
lookback window.

b) Structure-aware Similarity Aggregation: Structure-
aware similarity aggregation �rst organizes long perceptual se-
quences into meaningful units, and then performs aggregation
within or across these units. Compared with direct token-level
merging, this design is better suited to long videos and long
audio streams, where unrestricted merging may blur temporal
order, event boundaries, or causal constraints.

In long-video understanding, hierarchical aggregation is
commonly used to reduce redundancy beyond local visual
patterns. LongVLM [176] decomposes long videos into short
segments and applies hierarchical token merging within each
segment, while global semantic features complement local
representations. Chat-UniVi [177] uses DPC-KNN clustering
to generate dynamic visual tokens and extends this process
to event-level organization. VideoChat-Flash [196] follows a
related clip-level compression strategy. Some methods fur-
ther turn aggregation into a multi-stage process across the
video-LLM pipeline. HoliTom [178] combines temporal seg-
mentation with token merging outside and inside the LLM.
USTC [180] formulates compression as uni�ed spatiotemporal
token allocation, where discarded tokens are clustered into
complementary representations. ELVA [197] performs layer-

wise token merging inside an encoder-free video-language
model. These methods reduce long-video redundancy more
globally, but their aggregation process is usually more complex
than local merging. Streaming video introduces a causal con-
straint, because future frames are unavailable and visual tokens
accumulate over time. ESOM [198] introduces inter-frame-
matched intra-frame token merging for streaming anomaly
understanding. It uses reference-frame matching to identify
redundant patches, but performs merging within the current
frame to preserve causality. StreamingTOM [199] further
distinguishes static tokens from dynamic ones, aggregating
temporally redundant static content while selectively preserv-
ing dynamic evidence.

Audio-guided video compression provides another
structure-aware route. OmniZip [129] uses audio-side
saliency and cross-modal similarity to form compact audio
anchors, showing that audio can provide useful guidance for
multimodal token consolidation. DASH [130] further uses
abrupt changes in audio-token similarity to de�ne semantic
chunks and maps these boundaries to the video sequence,
so that visually similar tokens are compressed within audio-
aligned temporal segments while transition-critical evidence
is preserved.

A similar structure-aware principle also appears in audio
compression, where speech boundaries and semantic chunks
de�ne more suitable aggregation units than �xed windows.
FastLongSpeech [179] combines adjacent-frame similarity
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with CTC-derived content density, giving content-rich frames
stronger in�uence in the merged representation. UnSeg [89]
detects segment boundaries from abrupt similarity changes and
then pools tokens within each segment. These methods allow
the compression granularity to follow the temporal structure
of speech rather than a preset frame rate.

2) Selection-guided Aggregation: Selection-guided aggre-
gation combines token selection with token merging. Instead
of only merging similar tokens, these methods �rst identify
important tokens and then compress the remaining information
into retained tokens or a small compensation set. This design
reduces the risk of losing useful information during prun-
ing, because discarded tokens are partially recovered through
aggregation rather than being removed outright. In image-
language models, iLLaVA [182] and VScan [200] recycle
discarded tokens after importance estimation, allowing re-
tained tokens to absorb part of the removed content. Vi-
sionZip [30] follows a related idea by aggregating contextual
tokens into a representative set. TokenCarve [201] uses con-
tribution estimation to guide information-preserving merging
and produces compact surrogate tokens. VISA [202], LLaVA-
PruMerge [29], and MustDrop [203] also adopt selection-
aware aggregation to reduce visual token redundancy while
retaining compensatory information.

This principle can also be applied to temporal and acoustic
sequences. PruneVid [181] combines aggregation with LLM-
guided selection to retain question-relevant video tokens while
compressing redundant visual evidence. TimeAudio [183] pre-
serves attentive audio tokens according to Q-Former attention
and merges the remaining tokens through similarity-based
clustering. These methods show that aggregation can serve
as a recovery mechanism for selection-based compression.

3) Task-adaptive Aggregation: Task-adaptive aggregation
uses task-related or cross-modal signals to decide how tokens
should be merged. Instead of relying only on feature similarity,
these methods estimate which perceptual evidence is more
relevant to the current instruction and aggregate less relevant
or redundant information into compact representatives. This
route is especially useful in multimodal LLMs, where visual
or audio tokens should be compressed according to their
contribution to language-conditioned reasoning. PuMer [184]
introduces text-informed pruning and modality-aware merging
in multimodal Transformers, showing that aggregation can be
guided by cross-modal interaction rather than visual similarity
alone. TRIM [186] selects key visual tokens through a CLIP-
based metric and condenses the remaining content into a global
compensation token. FiCoCo [204] measures the relation
between retained and discarded tokens, then compresses the
latter into the former through weighted aggregation. Sparse-
VLM [187], MADTP [185], Recoverable Compression [205],
VisionTrim [188], and DeSAP [206] further follow this task-
adaptive direction by combining visual token reduction with
instruction-aware or cross-modal evidence estimation.

E. Token Resampling

Token resampling compresses perceptual sequences by re-
placing dense input representations with newly constructed

compact tokens. In contrast to transformation, which shortens
an existing representation through structural operations, resam-
pling forms a new token set as the substitute for the original
sequence. It also differs from aggregation, since the compact
tokens are not obtained by directly merging neighboring
or related tokens. Instead, they are produced through latent
carriers or query-based readout modules. According to how the
compact tokens are constructed, as shown in Table VI, existing
methods can be grouped into latent resampling and query-
based resampling. Latent resampling encodes long contexts
or dense perceptual features into compact continuous states,
such as soft tokens. Query-based resampling uses a set of
learnable queries to extract information from dense features
through cross-attention.

1) Latent Resampling: Latent resampling compresses dense
sequences into compact continuous representations that func-
tion as soft memories of the original input. Unlike query-
based resampling, which relies on learnable queries to read
external features, this route treats compact tokens or states as
compressed carriers of contextual information. It is therefore
suitable for long textual contexts and long perceptual streams,
where reusable information must be preserved without retain-
ing the full token sequence.

Early text-oriented methods explore whether a long prompt
can be represented by a small number of soft tokens.
CC [213] compresses prompts into soft embeddings and
aligns compressed-prompt behavior with the original prompt.
Gist [26] introduces learnable gist tokens and uses atten-
tion masking to force later generation to rely on them.
GistPool [214] improves gist-style compression by pooling
gist representations across segmented contexts. AutoCompres-
sor [27] recursively generates summary vectors for previous
context segments, enabling long-context reuse. DAST [215]
allocates soft tokens according to information density, while
GMSA [216] performs group-wise resampling over contextual
hidden states. QGC [217] makes this route query dependent
by using query-guided pooling to produce compact represen-
tations related to the target response. These methods indicate
that textual contexts can be compressed into continuous bot-
tlenecks, although �ne-grained evidence may be lost under
high compression. Another direction shifts the compressed
representation from input embeddings to model-internal states.
500xCompressor [218] encodes input contexts into the KV
states of a few compressed tokens. Activation Beacon [219]
inserts beacon tokens and uses their activations to replace the
full KV cache of context chunks. HyCo2 [220] combines soft
latent representations with selected original tokens, balanc-
ing compact contextual memory with factual �delity. These
methods make latent resampling more suitable for extreme
compression and long-context reuse.

Latent resampling is also used for visual inputs. Video-
XL [207] inserts visual summarization tokens into video
chunks and preserves their KV activations as compact latent
memories, enabling streaming inference without keeping all
original frame tokens. VoCo-LLaMA [208] inserts learnable
VoCo tokens and distills attention behavior from full visual
tokens. AIM [221] extracts fused text-side hidden states and
projects them into virtual tokens, so that the original visual
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TABLE VI
REPRESENTATIVE TOKEN RESAMPLING METHODS AND ILLUSTRATIONS.

Category NO. Representatives Venue Links Illustration
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1 Gist [26] NeurIPS'23 �

2 AutoCompressor [27] EMNLP'23 �

3 Video-XL [207] CVPR'25 �

4 VoCo-LLaMA [208] CVPR'25 �

5 Music2Latent2 [209] ICASSP'25 �
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1 Flamingo [5] NeurIPS'22 �

2 BLIP-2 [6] ICML'23 �

3 Video-LLaMA [210] EMNLP'23 �

4 SALMONN [211] ICLR'24 �

5 MMS-LLaMA [212] ACL'25 �

tokens can be removed after fusion. These methods extend
latent resampling from textual soft prompts to multimodal
compact states.

For audio inputs, latent resampling reduces dense acous-
tic sequences into compact continuous carriers. Mu-
sic2Latent2 [209] appends learnable summary embeddings to
spectrogram patches and discards the original patch tokens
after Transformer-based aggregation. This design shows that
latent resampling can also be applied to non-text sequential
signals, where compact summary embeddings replace dense
audio tokens.

2) Query-based Resampling: Query-based resampling uses
learnable query tokens as compact information bottlenecks.
These queries interact with dense features through cross-
attention and produce a smaller set of resampled tokens.
Compared with latent resampling, the key distinction is that
the compact tokens are constructed through an explicit query-
to-feature readout process. This design has become a common
interface between frozen perceptual encoders and LLMs.

Visual query resampling is the most representative setting.
The Perceiver Resampler in Flamingo [5] uses latent queries to
extract compact visual tokens from image features. BLIP-2 [6]
introduces the Q-Former, where learnable queries interact with
frozen vision features and serve as the visual information bot-
tleneck. This paradigm is further adopted by MiniGPT-4 [222]
and mPLUG-Owl [223]. QueCC [224] further improves this
route by preserving more spatial structure during query-based
resampling.

The same query-readout mechanism is also used for audio
and multimodal inputs. SALMONN [211] employs a window-
level Q-Former, where trainable queries interact with local
audio frames and generate compact representations for each
temporal window. ALMTokenizer [225] moves this idea into
the tokenizer by inserting query tokens into the audio sequence
and quantizing only the resulting query representations. Video-
LLaMA [210] adopts separate Q-Formers for visual and audio
features, while Video-SALMONN [226] synchronizes multi-
modal features and applies a multi-resolution causal Q-Former
over sliding windows. MMS-LLaMA [212] introduces an AV
Q-Former after early audio-visual fusion and adjusts the query
number according to input duration and speech rate. BLIP-3-

Video [227] reduces frame-level tokens with a Perceiver-style
resampler and then aggregates temporal information through
attentional pooling.

Recent methods further make query-based resampling de-
pendent on task signals. LLaVA-Mini [31] performs modality
pre-fusion before applying compression queries, which allows
the compact tokens to absorb visual evidence already aligned
with language context. QG-VTC [228] projects the user ques-
tion into the visual feature space, then combines question-
guided token selection with soft compression. LinVT [229]
uses text-conditioned queries together with spatiotemporal
selection to construct compact video tokens. In these methods,
the query or instruction changes the readout process, but the
compact representation is still produced through a query-based
mechanism.

IV. SEMANTIC COMPRESSION

In this section, we review token compression methods for
the dynamic working context of AI agents. Unlike perception
compression, which targets tokens derived from the current
input, semantic compression focuses on contextual information
produced or introduced during task execution. This working
context includes externally acquired information from inter-
action and retrieval, as well as internally accumulated infor-
mation from memory and reasoning. These contexts support
agentic decision making, but they can also become major
sources of context expansion.

During agent execution, the model reasons over the current
working context before producing an action. The action is
executed outside the model, and the returned result is incor-
porated as a new observation for subsequent reasoning. This
reasoning-action-observation loop continuously expands the
active context across multi-step tasks. Retrieval modules fur-
ther add external evidence for knowledge-intensive tasks [9],
while memory systems preserve historical traces that FMs
cannot natively maintain [12]. In addition, reasoning itself can
generate substantial thought tokens, especially when models
rely on chain-of-thought traces or multi-round deliberation be-
fore producing actions. If these contexts are directly appended
to the active prompt without compression, the working context
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TABLE VII
REPRESENTATIVE RETRIEVAL TOKEN COMPRESSION METHODS AND ILLUSTRATIONS.

Category NO. Representatives Venue Links Illustration

P
os

t-
re

tr
ie

va
l 1 TCRA-LLM [231] EMNLP'23 �

2 PISCO [232] ACL'25 �

3 Provence [233] ICLR'25 �

4 OSCAR [234] ICLR'26 �

5 SeleCom [235] WWW'26 �

P
re

-r
et

rie
va

l 1 RAPTOR [236] ICLR'24 �

2 LLoCO [237] EMNLP'24 �

3 CoLoR [238] ACL'25 �

4 LightRAG [239] EMNLP'25 �

5 KET-RAG [240] KDD'25 �

can become lengthy and noisy, increasing inference cost while
weakening reasoning through attention distraction [15], [230].

From this perspective, semantic compression aims to pre-
serve decision-relevant information with fewer active tokens.
We organize existing methods according to the major work�ow
contexts where token growth occurs, covering observation and
retrieval token compression, as well as memory and thought
token compression.

A. Retrieval Token Compression

Retrieval token compression controls how external evidence
enters the active context of AI agents. In retrieval-augmented
generation, agents access non-parametric knowledge to im-
prove factuality and task performance [9], but retrieved content
may also introduce redundancy and distract generation [15],
[230]. Therefore, retrieval token compression aims to preserve
useful evidence while reducing the token burden on the
generator. As illustrated in Table VII, existing methods mainly
follow two routes: post-retrieval compression and pre-retrieval
compression.

1) Post-retrieval Token Compression: Post-retrieval com-
pression reduces the token cost of retrieved evidence after
retrieval and before generation. Since the evidence has already
been selected by the retriever, this stage focuses on deciding
which part should remain visible to the generator and how it
should be represented.

a) Explicit Compression: Explicit textual compression
converts retrieved evidence into shorter readable contexts that
can be directly inserted into the prompt. Its advantage is
interpretability, since the compressed evidence remains ac-
cessible to both the model and users. Its limitation is that
the compression ratio is constrained by the need to preserve
natural-language evidence.

Retrieval Condensation. Early explicit methods mainly
shorten retrieved evidence through extraction or rewriting.
TCRA-LLM [231] compresses retrieved contexts at different
granularities. CompAct [241] further performs active compres-
sion when answers depend on evidence from multiple sources.
These methods reduce the length of retrieved contexts while
keeping the compressed evidence readable.

Retrieval Selection. Recent methods increasingly treat ex-
plicit compression as utility-aware evidence selection. Instead
of only shortening the retrieved text, they estimate which
context units are useful for generation. AdaComp [242] adapts
compression according to query dif�culty and retrieval quality.
EXIT [243] performs sentence extraction while preserving
useful surrounding context. Provence [233] combines sequence
labeling with reranking to remove low-value evidence. Related
methods further introduce model familiarity [244] or eviden-
tiality [245] as compression criteria.

Task-adaptive Compression Task-adaptive methods opti-
mize retrieved-evidence compression according to downstream
feedback or domain constraints. CORE-RAG [246] trains the
compressor with reinforcement learning based on task rewards.
CodePromptZip [247] exploits code structure to compress
retrieved code snippets. This direction shifts post-retrieval
compression from generic context shortening toward task-
aware evidence preservation.

b) Implicit Compression: Implicit latent compression re-
places readable retrieved evidence with compact hidden repre-
sentations. Instead of selecting or rewriting text, these methods
encode evidence into soft context that conditions generation
with lower token overhead. COCOM [248] and xRAG [34]
represent this direction by using dense retrieval contexts as
compact inputs to the generator. PISCO [232] further explores
soft-context compression for retrieval-augmented generation
by precomputing compressed document representations.

Recent methods make latent compression more query-
dependent. OSCAR [234] performs online soft compression
at inference time, avoiding of�ine storage of compressed
embeddings and adapting compression to the retrieved evi-
dence and query. SeleCom [235] rethinks soft compression
as query-conditioned information selection, where the com-
pressor selects task-relevant information instead of forcing
a document-level full compression. Compared with explicit
compression, this direction supports more aggressive token
reduction, but it is less interpretable and often requires model-
speci�c adaptation.

c) Multimodal Retrieval Compression: Post-retrieval
compression also extends to multimodal evidence. In this set-
ting, compression reduces the token overhead of retrieved vi-



MANUSCRIPT SUBMITTED TO IEEE COMMUNICATIONS SURVEYS & TUTORIALS 17

sual or cross-modal content rather than only textual evidence.
This differs from perception compression because the compact
representation is constructed from retrieved evidence, not only
from the original input. Compress & Cache [249] compresses
retrieved visual tokens into reusable representations for gen-
eration and retrieval. Retrieval-Augmented Perception [250]
selects task-relevant visual regions for high-resolution image
understanding, reducing the visual token burden of the core
model.

2) Pre-retrieval Token Compression: Pre-retrieval compres-
sion reduces token overhead by restructuring the knowledge
source before retrieval. Unlike post-retrieval methods, which
shorten evidence after it has been selected, pre-retrieval meth-
ods build compact source-side representations that can be
indexed directly. This shifts part of the compression burden
from online generation to of�ine corpus processing, allowing
retrieval to operate over denser semantic units.

a) Hierarchical Source Compression: Hierarchical
source compression organizes the corpus into multi-level
representations. Low-level units preserve detailed evidence,
while high-level units provide compact semantic summaries.
RAPTOR [236] constructs a tree-structured retrieval index
through recursive clustering and summarization, enabling
retrieval at different semantic granularities. HiRAG [251]
extends this idea to graph-based knowledge by building
hierarchical community summaries, where higher layers
aggregate cross-cluster knowledge into compact summaries
while lower layers retain detailed entities and relations.

b) Graph-structured Source Compression: Graph-
structured source compression reorganizes the corpus into
entity–relation graphs before retrieval, so that retrieval
operates over compact structural units rather than raw
text chunks. By extracting entities, relations, and their
descriptions of�ine, these methods condense redundant
textual evidence into denser semantic units and reduce
the token burden carried into generation. LightRAG [239]
integrates a lightweight graph index with text indexing and
performs dual-level retrieval, allowing the retriever to access
coarse thematic structures or �ne-grained entity relations as
needed. HippoRAG2 [252] organizes passages into an open
knowledge graph of triples and passages, and retrieves over
this graph with Personalized PageRank, so that interconnected
evidence is reached through compact graph units instead of
long �at contexts. KET-RAG [240] further reduces the cost
of graph construction by building a sparse knowledge-graph
skeleton over key chunks together with a text–keyword
bipartite graph, enabling multi-granular retrieval without
materializing a full-scale graph. This direction lowers both
indexing and retrieval token overhead by moving corpus
structuring of�ine.

c) Of�ine Context Compression: Of�ine context com-
pression learns compact representations before inference.
These methods do not merely shorten documents, but optimize
compressed units for later retrieval or generation. CoLoR [238]
learns compressed passages by balancing retrieval utility with
context length. LLoCO [237] learns compact of�ine contexts
for long-document question answering, reducing the amount of
source text consumed during inference. This direction is useful

when the same corpus is queried repeatedly, since compression
cost can be moved to preprocessing.

B. Thought Token Compression

Thought token compression targets intermediate reasoning
content generated during problem solving, such as chain-
of-thought traces or model-internal thinking states. Unlike
ordinary input tokens, thought tokens are produced during
inference and may accumulate across multi-step execution.
This issue becomes more prominent in agent work�ows, where
intermediate reasoning guides tool use and newly returned ob-
servations can trigger further reasoning. As a result, reasoning
traces consume a large portion of the active context and reduce
the space available for task-relevant information. Thought
token compression therefore aims to preserve reasoning utility
while reducing the token cost of maintaining or generating
intermediate thoughts. Existing methods can be organized
according to how they shorten, select or re-encode reasoning
content, as shown in Table VIII.

1) Thought Transformation: Transformation methods re-
duce thought tokens by converting verbose reasoning traces
into more compact external representations. These methods
still preserve an explicit carrier of reasoning, but they change
how the reasoning content is expressed. The compressed result
may remain in natural language or be converted into another
modality that can be consumed by the model. Compared
with selection methods, transformation usually rewrites the
reasoning trace as a whole rather than deciding which original
units should be kept. Compared with re-encoding methods, it
still maintains an externally accessible representation of the
reasoning process.

a) Textual Transformation: Textual transformation com-
presses thought tokens by rewriting long natural-language
reasoning into a concise readable trace. Its key operation
is linguistic condensation, where detailed derivations are re-
placed by compact reasoning expressions that preserve the
main inference path. CoD [253] represents a prompt-level
strategy, where the model is instructed to produce draft-like
reasoning instead of a fully elaborated chain. C3oT [254]
shifts this idea to training by using compressed reasoning
traces as supervision. CoT-Valve [255] further treats reasoning
length as a controllable property under token budgets. Related
methods include Skip Steps [268], TL;DR [269], and Elastic
Reasoning [270], which also reduce unnecessary reasoning
through budget-aware generation.

b) Cross-modal Transformation: Cross-modal transfor-
mation compresses thought tokens by changing the carrier
of reasoning information. Instead of maintaining the whole
reasoning trace as language tokens, these methods render or
encode it into visual representations, trading textual readability
for higher representational density. ImgCoT [256] converts
long textual CoT into visual representations, replacing part
of the language-token burden with rendered reasoning content.
Render-of-Thought [257] uses rendered images as intermediate
reasoning anchors whose latent features carry compressed
information from the original trace. VTC-R1 [271] extends
this idea to long-context reasoning through compact vision-
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TABLE VIII
REPRESENTATIVE THOUGHT TOKEN COMPRESSION METHODS AND ILLUSTRATIONS.

Category NO. Representatives Venue Links Illustration
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4 FGO [261] ICASSP'26 �

5 ConMax [262] arXiv'26 �
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1 Coconut [263] COLM'25 �

2 CODI [264] EMNLP'25 �

3 SoftCoT [265] ACL'25 �

4 SemCoT [266] NeurIPS'25 �

5 LightThinker [267] EMNLP'25 �

text memory. OneLatent [272] follows a more extreme latent-
token form. Compared with textual transformation, cross-
modal transformation modi�es the representation more sub-
stantially and can be viewed as carrier-level compression of
reasoning content.

2) Thought Selection: Thought selection compresses rea-
soning traces by preserving useful reasoning units instead
of rewriting the whole trace. It assumes that intermediate
reasoning has uneven utility, so compression is performed by
estimating which parts support the �nal answer or subsequent
action.

a) Criterion-guided Selection: Criterion-guided selection
uses prede�ned utility signals to remove low-value reasoning
content. TokenSkip [258] provides a token-level example. It
estimates the importance of CoT tokens and skips less infor-
mative ones under a controllable compression ratio, so that the
model can generate shorter reasoning traces after �ne-tuning.
Step Entropy [259] applies a related idea at the reasoning-step
level, using entropy to identify steps with limited contribution.
TrimR [260] uses veri�er feedback to trim redundant reasoning
during test-time scaling. R1-Compress [273] extends selection
to reasoning chunks, while A� -Thought [274] searches for
a shorter reasoning path that preserves task utility. These
methods differ in selection granularity, but all rely on explicit
criteria to decide which reasoning content should remain.

b) Policy-guided Selection: Policy-guided selection also
decides which reasoning content should be retained, but the
compression rule is learned through optimization rather than
speci�ed by a �xed metric. FGO [261] uses �ne-grained
policy optimization to reduce unnecessary long-CoT content
while preserving reasoning utility. ConMax [262] guides com-
pression through con�dence maximization, using con�dence
signals to shape the retained reasoning trace. Compared with
criterion-guided selection, this direction is more adaptive be-
cause the selection behavior is learned from the optimization

objective. Its limitation is that the resulting compression pat-
tern may be less interpretable than pruning based on explicit
criteria.

3) Thought Re-encoding: Thought re-encoding compresses
reasoning by changing its representation space. Instead of
rewriting CoT into shorter text or selecting useful parts from
the original trace, these methods encode intermediate reason-
ing into compact non-natural-language representations. This
makes re-encoding more aggressive than transformation and
selection, because the model no longer needs to expose every
reasoning step as readable text. The main limitation is reduced
human interpretability.

a) Latent Re-encoding: Latent re-encoding replaces ex-
plicit natural-language reasoning with model-internal thought
states. The compressed thought is stored in the hidden rep-
resentation space and reused as the next reasoning context.
Coconut [263] exempli�es this idea by using hidden states
as intermediate thoughts, allowing reasoning to continue in
continuous latent space without decoding each step into text.
CODI [264] further connects explicit and implicit reasoning
through self-distillation, where natural-language CoT super-
vises continuous thought states. SoftCoT [265] introduces
soft thought tokens for compact reasoning. SemCoT [266]
and LightThinker [267] also follow this latent-compression
direction. Overall, latent re-encoding can substantially reduce
thought-token cost, but its intermediate reasoning process is
less externally inspectable.

b) Abstract Re-encoding: Abstract re-encoding repre-
sents intermediate reasoning with discrete non-linguistic
codes. Unlike latent re-encoding, it keeps a token-based in-
terface, but the tokens function as learned reasoning symbols
rather than ordinary words. Abstract CoT [275] introduces
a reserved abstract token space, allowing the model to ex-
press intermediate reasoning without generating full natural-
language explanations. This design forms a middle ground
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TABLE IX
REPRESENTATIVE ACTION-OBSERVATION TOKEN COMPRESSION METHODS AND ILLUSTRATIONS.

Category NO. Representatives Venue Links Illustration
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1 SimpAgent [284] ICCV'25 �

2 AgentOCR [285] ACL'26 �

3 HistPrune-GUI [286] arXiv'26 �

4 HiconAgent [287] CVPR'26 �

5 GUIPruner [288] arXiv'26 �

between explicit CoT and continuous latent reasoning. It
preserves the operational convenience of discrete tokens, but
sacri�ces direct readability for a more compact reasoning
representation.

C. Action-Observation Token Compression

Action-observation token compression targets the interac-
tion context generated during agent execution. This context
includes both action-side information, such as tool-use de-
scriptions that constrain valid actions and observation-side
feedback returned after action execution, as shown in Table IX.
If such content is directly appended to the prompt, it can
rapidly increase token cost and introduce distracting informa-
tion. Therefore, action-observation token compression aims to
preserve the interaction signals needed for valid action selec-
tion while reducing context length. Existing methods can be
organized into action-interface compression and observation-
side compression.

1) Action-interface Token Compression: Action-interface
token compression targets the static context that speci�es
how agents invoke tools, such as API schemas or tool doc-
umentation. Unlike ordinary textual context, this information
contains executable constraints that must remain intact after
compression. If key structural details are distorted, the agent
may produce invalid tool calls even when the compressed
description appears semantically correct. Therefore, the main
challenge is to shorten action-interface context while preserv-
ing the structure required for reliable tool use.

Textual Reformulation. Textual reformulation keeps the
compressed interface in natural language. Instead of appending
verbose tool documentation, these methods rewrite interface
descriptions into shorter and more standardized instructions.
Easytool [276] follows this paradigm by simplifying API

documentation while preserving the basic invocation seman-
tics. This route is readable and can be directly used by
existing LLMs, but its compression capacity is limited by
the need to keep tool constraints explicit. Recent schema-level
methods extend this direction to standardized tool interfaces:
TSCG [278] applies deterministic rule-based compression to
JSON-schema tool de�nitions, achieving substantial token
savings without degrading tool-calling accuracy, while MCP-
Smells [277] identi�es redundant components in tool descrip-
tions and produces compact variants that preserve invocation
reliability.

Latent Compression. Latent compression represents action-
interface information with compact learned tokens. This route
is useful when tool descriptions are too long to be ef�ciently
kept in text form. HD-Gist [32] compresses API documen-
tation into gist tokens and exposes parameter-level details
when needed. CPCC [33] keeps executable syntax in text
form while compressing descriptive content into soft tokens.
These methods show that action-interface compression should
preserve executable structure rather than only reduce prompt
length.

2) Textual Observation Token Compression: Textual obser-
vation compression targets runtime feedback represented as
text. During multi-step execution, agents may receive verbose
tool outputs or accumulated interaction histories. These ob-
servations support state tracking, but they may also introduce
repeated or low-value details. Existing methods mainly follow
two directions: condensation and selection.

Textual Observation Condensation. Condensation rewrites
long textual observations into shorter natural-language sum-
maries. In agent work�ows, this is often applied to action-
observation histories, because useful information may be dis-
tributed across the execution process. ACON [280] compresses
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such histories into concise summaries and uses contrastive
optimization to preserve signals that distinguish failed tra-
jectories from successful ones. This makes the compressed
observation more useful for subsequent reasoning than a
generic summary. AdaCoM [283] instead trains an external
context manager with reinforcement learning to adaptively
condense the interaction history of a frozen agent, making
history condensation applicable even to closed-source agents.

Textual Observation Selection. Selection reduces textual
observations by retaining the parts most relevant to the current
task. This direction is useful when runtime feedback has inter-
nal structure, since different blocks may contribute unequally
to the next decision. TACO [281] learns compression rules
from terminal-based interaction trajectories and applies them
to future observations. LongCodeZip [279] targets code-centric
observations by selecting instruction-relevant code blocks un-
der a dynamic token budget. Squeez [282] further performs
task-conditioned pruning of mixed-format tool outputs, re-
turning the smallest verbatim evidence block relevant to the
current query. These methods show that textual observation
compression can exploit structural regularities rather than
treating observations as free-form text.

3) Visual Observation Token Compression: Visual observa-
tion compression targets interface states in GUI-based agents.
Unlike ordinary image token compression, it must preserve
coordinate grounding and interface structure, because small
visual changes may affect the next action. Existing methods
mainly reduce visual observation cost through selection or
representation compression.

Visual Observation Selection. Selection methods retain in-
terface regions or historical frames that are more relevant to
action prediction. In GUI environments, many visual tokens
describe repeated interface content and contribute little to the
next operation. SimpAgent [284] prunes non-essential inter-
face elements and outdated history. GUIPruner [288] allocates
visual token budgets between current and historical view-
ports, giving more capacity to interactive regions. HistPrune-
GUI [286] further introduces recency-aware budgeting for
long-horizon GUI state tracking. These methods allocate visual
tokens according to interaction relevance rather than treating
all interface content uniformly.

Visual Observation Representation. Representation methods
reduce visual observation cost by changing how interaction
history is encoded. Instead of keeping all historical screenshots
as raw visual tokens, they construct compact cross-modal
representations for future action prediction. HiconAgent [287]
removes raw historical viewports in a compressed branch and
uses historical actions as structural anchors. AgentOCR [285]
converts text-heavy interaction histories into compact image
representations, allowing repeated textual content to be cached
and reused as visual tokens.

D. Memory Token Compression

LLMs are limited by their context window and cannot
maintain long-horizon memory within the active context alone.
Agent memory systems therefore provide external storage for
historical information, supporting long-term task execution

beyond the prompt [11], [12], [14], [289], [290]. However,
memory does not automatically reduce token cost. If historical
records are stored or injected without compression, the mem-
ory system itself can become a source of context expansion.
As illustrated in Table X, memory token compression can
be understood through the formation–retrieval–management
lifecycle: formation turns raw histories into compact mem-
ory units, retrieval controls which memories enter the active
context, and management reduces redundancy in the memory
store. Since a single memory system may involve multiple
stages, the following discussion focuses on the compression
role each method plays within this lifecycle.

a) Re-encoding: Re-encoding reduces memory token
cost by changing the representation modality of historical
information. Instead of storing all memories as textual records,
these methods render or encode memory content into compact
visual forms. MemOCR [291] renders structured rich-text
memory into visual layouts, allowing historical information to
be represented with fewer textual tokens. DebateOCR [292]
follows a similar motivation in multi-agent settings by con-
verting lengthy debate histories into compact image represen-
tations.

1) Memory Formation: Memory formation transforms raw
historical context into compact and reusable memory represen-
tations. This stage determines how past interactions are stored
before they are retrieved and maintained. Existing methods can
be grouped according to the form of memory representation.

a) Latent Encoding: Latent encoding compresses long
contexts into compact hidden representations. These methods
are not always designed speci�cally for agents, but they
demonstrate that repeated full-context processing can be re-
placed by shorter memory states. ICAE [293] compresses long
contexts into compact memory slots that condition subsequent
language generation. PCC [303] explores embedding-based
context compression from a pretraining perspective. These
methods provide a foundation for later agent memory systems,
where historical context needs to be stored and reused with
lower token cost.

b) Summarization: Summarization forms memories by
abstracting historical traces into shorter natural-language
records. Instead of preserving complete interaction histories,
these methods store compact descriptions of past experience
or task feedback. Generative Agents [14] maintain a mem-
ory stream and abstract low-level observations into higher-
level re�ections. Re�exion [11] stores verbal feedback in an
episodic memory buffer, allowing later attempts to bene�t
from previous failures. Related systems extend summarization-
based memory formation to dialogue, video, and GUI-centered
histories, including COMEDY [304], MovieChat [294], Vis-
Mem [305], and ASCM [306]. These methods reduce memory
length while keeping the stored content readable and reusable.

c) Structured Memory: Structured memory organizes
historical information into explicit memory units, making
compressed histories easier to manage than plain summaries.
MemoryBank [35] maintains long-term memory for dialogue
agents, while Mem0 [290] extracts salient information and
consolidates it into graph-based entity-relation memory. Struc-
tured Distillation [295] follows a schema-guided design by
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TABLE X
REPRESENTATIVE MEMORY TOKEN COMPRESSION METHODS AND ILLUSTRATIONS.

Category NO. Representatives Venue Links Illustration

M
em

or
y

F
or

m
at

io
n

1 Generative Agents [14] UIST'23 �

2 Re�exion [11] NeurIPS'23 �

3 ICAE [293] ICLR'24 �

4 MovieChat [294] CVPR'24 �

5 Structured Distillation [295] arXiv'26 �

M
em

or
y

R
et

rie
va

l

1 MemGPT [12] arXiv'23 �

2 RAP [296] arXiv'24 �

3 Mem0 [290] arXiv'25 �

4 TiMem [297] ACL'26 �

5 Omni-SimpleMem [298] arXiv'26 �

M
em

or
y

M
an

ag
em

en
t 1 MemoryBank [35] AAAI'24 �

2 MemVerse [299] arXiv'25 �

3 SimpleMem [300] arXiv'26 �

4 LightMem [301] ICLR'26 �

5 Focus [302] arXiv'26 �

compressing each exchange into structured �elds. To address
the growth of �at memory collections, hierarchical designs
further organize memories at different levels. TiMem [297]
builds a temporal memory tree that consolidates dialogue
observations into higher-level persona representations. Sim-
pleMem [300], R3Mem [307], and LightMem [301] follow re-
lated principles for compact long-history retention. This struc-
tured principle also extends to multimodal agents, where Mem-
Verse [299], M3-Agent [308], and Omni-SimpleMem [298]
convert multimodal experiences into compact memory struc-
tures for lifelong agent execution.

2) Memory Retrieval: Memory retrieval controls which
stored memories are injected into the active context. Even if
memories are stored compactly, retrieving too many memory
items still causes context expansion.

a) Selective Recall: Selective recall retrieves memories
according to their estimated usefulness for the current con-
text. Early memory systems already include such mecha-
nisms. Generative Agents [14] combine relevance-based re-
call with recency and importance scores. MemoryBank [35]
recalls relevant memories from long-term dialogue history.
MemGPT [12] formulates this problem as active context
management, treating the limited context window as working
memory and external memory as larger storage.

b) Adaptive Retrieval: Adaptive retrieval further adjusts
memory recall according to the current task or context bud-
get. Mem0 [290] retrieves salient memories relevant to the
ongoing conversation, reducing interference from irrelevant
history. SimpleMem [300] uses intent-aware retrieval planning,
while TiMem [297] adopts complexity-aware recall to balance
task performance and retrieval cost. RAP [296] organizes
past contextual information into compact experience units
and retrieves them as decision support for multimodal plan-
ning. LightMem [301], Omni-SimpleMem [298], and M3-
Agent [308] further extend retrieval to layered or multimodal
memory systems.

3) Memory Management: Memory management controls
how stored memories evolve over long-term interactions. As
interactions continue, memories may become redundant or
outdated. If the system only appends new records, the memory
bank will grow continuously and retrieval quality may degrade.
Therefore, memory management compresses long-term mem-
ory through retention control and consolidation.

a) Retention: Retention mechanisms decide which mem-
ories should remain available over time. MemoryBank [35]
introduces a forgetting mechanism inspired by the forgetting
curve, allowing memories to decay or be reinforced according
to temporal and interaction signals. Focus [302] further em-
phasizes autonomous memory compression, enabling agents
to decide when important experiences should be consolidated
into persistent knowledge blocks and when raw histories
should be removed.

b) Consolidation: Consolidation merges new and exist-
ing memories into more compact long-term representations.
Mem0 [290] dynamically extracts and updates salient in-
formation from ongoing interactions, reducing the need to
preserve every historical exchange. SimpleMem [300] uses
online semantic synthesis and recursive consolidation to merge
memory records into compact units. TiMem [297] gradu-
ally abstracts low-level observations into higher-level persona
memory through temporal-hierarchical consolidation, while
LightMem [301] reorganizes long-term memory through of-
�ine updates.

For multimodal agents, memory management also pre-
vents experience memory from growing without bound. Mem-
Verse [299] controls memory growth through consolidation
and forgetting. M3-Agent [308] and Omni-SimpleMem [298]
further manage multimodal memories by reducing unnecessary
experience records before they are stored or retrieved.
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Fig. 5. Representative application scenarios of token compression. (a) Human-MLLM interaction compresses multimodal perceptual tokens transmitted from
users for ef�cient real-time responses. (b) Human-agent collaboration compresses active contexts exchanged across execution steps for reliable long-horizon
task completion. (c) Multi-agent collaboration compresses exchanged semantic messages for scalable inter-agent coordination.

V. DISCUSSION

The preceding sections review token compression across
perceptual inputs and semantic contexts in the AI agent lifecy-
cle. This section discusses representative application scenarios,
followed by open challenges and future directions in method
design, evaluation, and deployment.

A. Representative Application Scenarios

1) Human-MLLM Interaction: Human-MLLM interaction
involves direct information exchange through multimodal in-
terfaces. As illustrated in Fig. 5(a), user-provided text, images,
video, and audio are encoded into perceptual token sequences
and transmitted to the model for inference. Perception com-
pression reduces these input tokens while preserving user
intent and task-relevant information. Its main purpose is to
lower inference cost and response latency, thereby supporting
ef�cient and potentially real-time interaction.

2) Human-Agent Collaboration: Human-agent collabora-
tion involves goal-oriented tasks in which a user speci�es
task requirements and an AI agent performs reasoning, re-
trieval, tool use, and environment interaction. As shown in
Fig. 5(b), retrieval evidence, thought traces, action-observation
histories, and memory records continuously accumulate in the
active context during task execution. Semantic compression
condenses these contexts into a compact yet executable task
state while preserving task goals, constraints, and key state in-
formation. This supports reliable long-horizon task completion
by retaining the information needed for subsequent planning,
execution, and recovery.

3) Multi-Agent Collaboration: Multi-agent collaboration
involves multiple agents that jointly perform reasoning, plan-
ning, and task execution. As illustrated in Fig. 5(c), each agent
maintains a local semantic context and exchanges selected
information with other agents through inter-agent messages.
Repeated communication causes these messages to accumulate
across agents and interaction rounds, increasing token and
communication costs. In this scenario, semantic compression
converts local contexts into compact inter-agent messages that
can be incorporated into the receiving agents' contexts. It

therefore represents a communication-oriented application of
semantic compression. Its main purpose is to reduce message
generation and communication overhead while preserving the
information required for effective coordination. This enables
collaboration among more agents and over longer communi-
cation processes.

B. Challenges

1) Evolving Compression Objects: A fundamental chal-
lenge is that the object of token compression is evolving
from bounded inputs to work�ow-dependent active contexts.
Earlier studies usually apply compression to a single input
source, such as a textual prompt or a visual sequence, where
the compressed tokens are mainly expected to support one
inference step. With the rise of multimodal models, the com-
pression object �rst expands within a single interaction. A
user input may contain both language and perceptual evidence,
and the importance of each token depends on its relation to
the whole multimodal context rather than only its unimodal
saliency. AI agents further extend this problem from single-
turn interaction to long-horizon execution. During tool use
or coding tasks, the active context is continuously updated
by retrieved evidence and execution feedback. Some details
may look unimportant at the current step but become critical
later, such as a �le path or an error message. Therefore, token
compression should not only preserve the information needed
for the current response, but also maintain the work�ow state
required for later actions. Existing methods have begun to
compress perception inputs and semantic contexts, but most
of them still handle these objects separately. A uni�ed view of
compression over multimodal and long-horizon active contexts
remains underdeveloped.

2) Immature Evaluation Paradigms: Evaluation remains
immature because most token compression methods are still
assessed mainly by compression ratio and downstream task
performance. These metrics are useful but indirect. Compres-
sion ratio only measures token reduction, while task perfor-
mance cannot reveal whether the compressed context preserves
information needed for later use. Recent analyses show that
prompt compression may lose grounding information or omit
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